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ABSTRACT

Public exploit code for a newly disclosed vulnerability usually ap-
pears before any published rule that detects its exploitation. Of the
45 CVEs we evaluate, 37 ever received a Sigma, Elastic or Splunk
rule; in 33 the exploit came first, by a median of 22 days. Analysts
still write every rule by hand. We present Encore, which compiles
a public Python proof-of-concept exploit (PoC) into CVE-specific
hunting rules over a web service’s existing logs, without running
it. Encore rests on the PoC Behavior Alignment Principle: a PoC
performs the exploit, so its code already provides a rule’s HTTP
requests, payloads and host operations. That is hard to act on: a
PoC is written against libraries and runs on the attacker’s machine,
while the target’s web-server, proxy and host logs record only what
arrived and what it did. Encore closes the gap with a map from
library calls to the operations they cause, built once per library,
keeping only the operations visible on the target. For 12 of the 45,
Encore’s rule states the exploit’s own payload fragment or host
operation, which is evidence of the exploit itself, and not of traf-
fic to its endpoint. On matched controls it separates that exploit
from the same request with a harmless value, and it raises no alerts
across 27,081 legitimate and crawl requests. We never compile the
exploit that produced the logs. Most are Splunk’s public attack data,
recorded by a third party. Without reading a single log, Encore’s
rules find 43 of the 45. Splunk’s log-tested rules cover 30 of the 45,
and Encore finds 28 of those, plus all 10 CVEs without an ESCU
rule. Where Splunk’s rules alert on 20 wrong CVE pairs, Encore’s
alert on only 2. Hunting can start as soon as a PoC is public, and
rules can raise an alert when it provides a payload or host operation.
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1 INTRODUCTION

Public exploit code for a newly disclosed vulnerability usually ap-
pears before any rule that detects its use. For high- or critical-
severity CVEs on CISA’s list of known exploited vulnerabilities [9],
a public proof-of-concept exploit (PoC) appeared a median of 12
days after disclosure. Of the 45 evaluated CVEs, 37 have a pub-
lished Sigma, Elastic or Splunk rule for access or host logs. For
33 of them, a Python PoC was public a median of 22 days before
the first rule (§3). After Heartbleed, patching of popular HTTPS
sites plateaued after about two weeks, while exploit attempts began
within a day [17].

Most of the evaluated CVEs (41 of 45) affect web applications
or web-facing appliances such as VPN gateways and file-transfer
servers. Attackers exploit them with HTTP requests, which appear
in web-server and proxy access logs and in host logs. Today, detec-
tion engineers write rules over these logs by hand, one CVE at a
time, in Sigma [47] or in the search language of a security infor-
mation and event management (SIEM) system [49]. Provenance
query systems [2, 34] match an analyst’s hand-written query graph.
Query extractors [19, 44] build queries from attack reports, but the
public description of a new CVEmentions only 5 of the 136 operand
values in our rules (§5.5). Systems that turn exploit code into sig-
natures [28, 59] produce payload patterns for network intrusion
detectors and do not cover access logs or host activity.

The PoC Behavior Alignment Principle. A PoC is a program
that performs the exploit, so a rule for its CVE must match the PoC’s
requests, payloads and host operations on the target, and aligning
these with a deployment’s logs finds attempts to exploit that CVE. To
trigger the vulnerability, a PoC’s author has to spell out the URL
path, the payload parameter, the uploaded file and the server-side
command. Independent authors’ PoCs for the same CVE target the
same endpoints (§5.7).

A PoC usually runs on the attacker’s machine and calls libraries
such as requests, while defenders see the attack in the target’s logs.
On the target, an HTTP call from the PoC produces an access-log
entry and a file read by the server process. Many values in a rule’s
predicates are computed at run time, and the PoC also sends strings
unrelated to the exploit. A compiler therefore has to resolve these
values and tell the exploit’s strings apart from unrelated ones. A
widely used static analyzer [4, 20] finds every hard-coded string in
a PoC. When we turned each string into a rule (Encore-CodeQL),
the rules alerted on 676 legitimate requests (§5.4), because strings
such as a JSON content type or a browser’s user agent also appear
in ordinary traffic. Encore’s payload and host rules raise no alert
on these requests.

Encore compiles a public Python PoC into CVE-specific hunting
rules over the access and host logs already collected by web opera-
tors. Without running the PoC, Encore looks up the operations of
each library call in a map, resolves the values passed by the PoC
and keeps the operations that occur on the target. It translates these
operations into the target’s log records (§4). A request rule matches
the HTTP request to the vulnerable endpoint, in the same way as
an analyst’s web rule. A payload rule also matches the content of
that request, and a host rule matches the exploit’s operations on
the server. Each rule is a conjunction of field predicates that an
existing SIEM can run as a correlation search. A rule flags failed
exploit attempts as well as successful ones. Because Encore needs
only the PoC, defenders can start hunting as soon as a Python PoC
for a CVE is public.
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We evaluate Encore on 45 CVEs, 33 of them on Splunk’s public
attack data, recorded by a third party with exploit code unknown
to us. Payload and host rules detect the exploits of 12 CVEs with
evidence and raise no alert on 27,081 requests from legitimate use
and crawling. With request rules, which add leads for an analyst,
Encore’s rules detect the exploits of 43 CVEs. Splunk tested its rules
on these logs, and we compiled ours without seeing any log. Still,
Encore’s rules alert on another CVE’s logs 10 times less often than
Splunk’s (2 versus 20 CVE pairs) and detect all 10 CVEs that have
no Splunk rule. With the static analyzer or our simpler extractor in
place of Encore’s extraction and target-side translation, the rules
detect 28 and 33 CVEs, respectively.

We make four contributions:
• The PoC Behavior Alignment Principle, and a measurement of

how long public PoCs precede published detection rules (§3).
• Encore, a compiler from Python PoCs to request, payload and

host rules (§4).
• An evaluation on 45 CVEs against Splunk’s deployed rules and

two simpler versions of Encore (§5).
• An artifact with the compiler, the matcher and the scripts behind

our evaluation (Appendix B).

2 BACKGROUND

2.1 Event Graphs

Enterprises already log host and web activity. Host collectors such
as auditd [30] and Sysmon record process, file and network op-
erations, network monitors such as Zeek [52] record connections,
and web servers write each request to an access log. We turn these
logs into a directed multigraph 𝐺evt, the log-derived event graph.
Its vertices are processes, files, network endpoints and requested
resources, labelled with an executable name, a path or an address.
Each edge is one timestamped operation with an event class from
Σ𝜎 = {create, read,write, connect, access, recv}. A request
becomes an access edge from the client to the serving process
and an edge from that process to the requested resource, a read
for methods such as GET and a write for the others. We label the
resource vertex with the raw request path, the percent-decoded
path and the request’s operands. If the log also has the query, body
or headers, we add a recv edge from the serving process to that
content. We attach request and host records to the same serving-
process vertex by service name, and we treat workers that share a
listening socket as one process.

2.2 Rules as Templates

A template 𝐺𝑡𝑒𝑚 is a small graph with the vertex types and event
classes of 𝐺evt. Each vertex label is a concrete operand, a wildcard
or a disjunction of patterns. An operand is a value in the PoC’s
code, such as a URL path, file name or address. We call a vertex with
a concrete operand an anchor. We compile one CVE’s PoC into a
family of templates, each a request, payload or host rule (§1). A rule
aligns to 𝐺evt when an injective mapping from its vertices to those
of 𝐺evt preserves type and label and maps every template edge to
an edge of𝐺evt or to a path through at most 𝑘 intermediate process
creations (§4.4). Alignment is thus subgraph containment with a
bounded path relaxation, a problem also solved by query-based
provenance detectors [2, 34]. A remote PoC runs on the attacker’s

machine and connects to the target over the network, and a local
one runs on the vulnerable host (§4.2).

2.3 Threat Model

The attacker exploits a disclosed CVE that has a public PoC, against
a host or service monitored by the defender. The attacker may
work from any network position and may use that PoC or another
implementation of the same exploit. The defender collects standard
host, network and web-server logs and installs nothing specific to
the vulnerable application. Following prior provenance work [25,
27], we trust the logging pipeline and assume that records are
collected before the attacker can alter them. Encore looks only
for CVEs with compiled PoCs and alerts when one of their rules
aligns to the logs. It needs a public Python PoC for each target CVE,
and it does not compile rules for raw-socket protocols outside the
API-to-operation map Π (§4.1).

3 THE POC ECOSYSTEM

Wematched CVEmetadata from CVEdetails [14] to the PoCs in four
public sources [3, 36, 37, 42] and obtained 7,031 CVEs and 14,933
PoCs. We exclude hardware, mobile and niche-OS vulnerabilities.
All counts come from a snapshot taken on 30 September 2025,
when every evaluated CVE and its PoC were public. Among the
high- or critical-severity (CVSS 7.0 or above) CVEs in CISA’s Known
Exploited Vulnerabilities (KEV) catalog [9] that have a public PoC in
our sources, the PoC appeared a median of 12 days after disclosure.
Of the 45 evaluated CVEs (§5), 37 have a published Sigma, Elastic
or Splunk rule for access or host logs, and for 33 of them a Python
PoC was public a median of 22 days before the first rule.

We wrote Encore’s front end for Python because it is the most
common language in the corpus, used by 5,776 of the 14,933 PoCs
(38.7%). Collectors log process, file or network events from 60.02% of
all PoCs and 67.81% of those for CVEs with a CVSS score above 9.0.
Among the Python PoCs for KEV-listed CVEs, 4,554 produce such
events. Π maps every log-relevant call of the Python PoC for 651
of the 1,186 KEV-listed CVEs disclosed since 2019 (Appendix E.2).

4 DESIGN: ENCORE

A PoC calls library functions, but the target’s logs show process,
file and network operations and HTTP requests. We connect the
two with the API-to-operation map Π (§4.1), which lists the events
produced by each library call. Encore analyzes a PoC statically and
needs no live target (§4.3). It looks up each call of the PoC in Π and
builds a graph with the same vertex and edge types as the event
graph (Figure 1).

4.1 API-to-Operation Map

Π maps a normalized API identifier to an ordered list of operation
records. Each record lists an event class 𝜎 in Σ𝜎 (§2) and the acting
process’s subject reference ref , either Caller or Created( 𝑗). It
also lists a role and field map for each subject and object, linking
each field to an argument selector, a path inside an argument value.
When we trace syscalls offline, a typing map 𝑇 assigns each syscall
a vertex type and a direction, and a lifting 𝐿 assigns it an event
class.
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Figure 1: Workflow of Encore. We trace each library’s calls once, offline, and record their operations in the API-to-operation

map 𝚷 (§4.1). Encore aligns templates with the log-derived event graph (𝑮evt) by path refinement. The order-embedding boxes

show an optional learned filter that prunes candidates on large provenance graphs (Appendix D.2).

To measure part of Π, we run each library call under a host
collector and record the resulting syscalls (Appendix C.1). This
tracing of library calls is Encore’s only dynamic analysis. A trace
shows a call’s sendto, but nothing in it maps url.path to the
request path. We therefore write the rest of Π by hand: the field
maps, the library transformations from arguments to bytes, and
one selector-to-field map per log format. Π maps 363 identifiers
and covers 88.4% of the normalized library and builtin calls in the
PoC corpus. We spent roughly 9 person-days building it, about half
of them on field maps, and we need about one more person-day for
each new (OS, collector, runtime) tuple.

We froze Π on 1 March 2024. Of the evaluated CVEs, 10 were
disclosed after that date, and the rules find 9 of them. We fixed
the path levels, the common-directory rule, the fragment test, the
usage-text fallback, the alert predicate’s weights and the alignment
tolerances before selecting the CVE corpus, and we never added or
retuned a compiler heuristic for a CVE in the corpus (Appendix C.5).

4.2 Target-Side Translation

The target’s logs contain none of the PoC’s syscalls on the attacker’s
machine. Encore therefore builds vertices only from the PoC’s
operands and from its operations on the target machine. Encore
locates each operand in a call’s arguments with Π’s selector and
resolves it to a literal in the PoC by value propagation. It then
applies the library transformation in Π to the argument and checks
the result against the corresponding field in the collector profile.

Authors seldom mark a PoC as local or remote, so Encore
compiles every PoC in both modes and deploys all the rules. In
remote mode, Encore uses 𝑅∗ to translate each call to the target
into the target’s log record, such as an access-log entry for an HTTP
request. Themethodmap turns GET, HEAD and OPTIONS requests into
read edges and other requests into write edges. Encore discards
calls to other hosts, which affect only the attacker’s machine. In
local mode, it keeps the PoC’s file, process and socket operations.
Encore checks a rule only where the target’s logs include all its
event classes and requires a match for every edge (Appendix C.6).
Table 1 lists Encore’s collector profiles.

4.3 Extracting a Template

Encore parses a PoC into a Python AST and follows import aliases
and method chains to give each call site a stable API identifier,
so that requests.get and requests.Session().get map to the
same entry in Π. A sanitizer then prunes the PoC to the statements
onwhich a call inΠ depends. The call-chain sanitizer also keeps calls

Table 1: The three collector profiles, with the events recorded

by each and whether request rules apply.

Profile Collectors Records Request rules

Host Sysmon, auditd, Process
Monitor, a syscall sidecar

process, file and
connection events

no

Network Zeek, Suricata, firewall logs connections and
parsed requests

where requests
are logged

Application web access, file-transfer and
audit logs

requests yes, with bodies
where logged

to functions defined in the PoC that reach such a call. We compile
every PoC with both sanitizers. It then propagates values through
assignments and simple string expressions to fill in the record
fields of each mapped call. The compiler uses a field’s resolved
literal as the vertex label, or a wildcard otherwise. Two wildcards
share a symbolic variable only if each spans a whole field and
both fields have the same selector path and library transformation
(Appendix C.3). The compiler inlines the functions defined in the
PoC, including coroutines, at their call sites and binds arguments
to parameters. It stops at depth 3 and does not inline recursive
calls. We also report every call missing from Π or hidden from the
compiler (Appendix C.2).

The compiler turns the PoC of a CVE 𝑐 into a finite family G𝑐

of canonical template graphs, with one graph for each distinct
execution path through the PoC (up to 256) and one for each variant
of a path. A variant is a copy of a path with some requests removed
or with an extra edge for a request’s content. Encore alerts for
𝑐 when a rule 𝑔 ∈ G𝑐 matches a candidate by refinement and
meets the alert predicate in §4.4. We apply the predicate to one
rule at a time. Figure 2 shows template extraction for the PoC
of CVE-2019-16116, a local-mode exploit that sends nothing over
the network. Encore recovers the concrete labels Bootstrapper
.log and CompleteFTPManager.exe by propagating values. The
command, built at run time from the contents of a file, becomes a
wildcard that depends on that file read.

4.4 Refinement and Scoring

Encore checks each rule against candidates, the subgraphs of 𝐺evt
within ℎ hops of a process vertex (Appendix D.1). Refining a rule on
a candidate means finding an injective vertex mapping 𝜇𝑉 : 𝑉 ′ → 𝑉

and an injective terminal-edge mapping 𝜇𝐸 : 𝐸′ → 𝐸 from the
template’s vertices 𝑉 ′ and edges 𝐸′ to the candidate’s 𝑉 and 𝐸

(Appendix D.4). Each template edge 𝑒 = (𝑢, 𝑣, 𝜎) maps to a directed
path 𝑃𝑒 that starts at 𝜇𝑉 (𝑢), ends with an event 𝜇𝐸 (𝑒) of class 𝜎 at
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log_file = r"C:\...\Bootstrapper.log"
admin_secret_line = r"INFO ConfigBuilder Launching"
manager_exe = r"C:\...\CompleteFTPManager.exe"

try:
    with open(log_file, "r") as bootstrap:
        for line in bootstrap.readlines():
            if admin_secret_line in line:
                line = line.split("Launching", 1)[-1].lstrip()
                subprocess.run(r"{}".format(line))
        print("\n[+] account hijacked!...")
        subprocess.run(r"{}".format(manager_exe))
except FileNotFoundError:
    print("\n[!] Files not found. Verify program directory.")

1
2
3
4
5
6
7
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13
14

A
C

PoC Code for CVE-2019-16116

*.executable *.executable

*.executableBootstrapper.log

read

create

create

A API-to-Operation Map

B

*.executable *.executable

[dynamic_command]

Bootstrapper.log

read

create

create

B Value Propagation Analysis

CompleteFTPManager.exe

create

C Nested Call Handling 

*.executable *.executable

*.executable

Bootstrapper.log

read

create

D Multigraph 
Extraction

CompleteFTPManager.exe

create

*.executable

create

*.executable
read

CompleteFTPManager.exe

create
*.executable

create

Bootstrapper.log

create

D

Gtem:G2…n

Gtem:G1

and

Figure 2: Template (𝑮𝒕𝒆𝒎) generation for CVE-2019-16116: (A) the API-to-operation map𝚷, (B) value propagation, (C) nested-call

handling, (D) multigraph extraction.

𝜇𝑉 (𝑣), and passes through at most 𝑘 intermediate process creations.
On a request edge, the path may also start at another process of the
same service that shares 𝜇𝑉 (𝑢)’s listening socket. On such edges,
read and write count as one class, because an exploit may send
the same request with another method. Matched edges must follow
the compiler’s emission order, up to a clock skew of 𝜖 , and span at
most Δ (Appendix D.3). Encore never abstracts or merges process,
file or socket vertices. Encore refines every candidate in a CVE’s
logs, and on large provenance graphs an optional learned filter
prunes candidates before refinement (Appendix D.2).

Encore alerts on a rule when such a mapping exists and the rule
contains at least three vertices, or two vertices if one of them has a
concrete label. A vertex with a concrete label has weight 0.33, and
a vertex with a wildcard, a placeholder or the PoC’s executable has
weight 0.20. The mapped vertices must have a total weight of at
least 0.47. We set 𝑘 = 3, ℎ = 3, Δ = 15 minutes and 𝜖 = 2 seconds.
When we vary one tolerance at a time (𝑘 from 1 to 5, ℎ from 2 to 4,
Δ from 5 to 60 minutes and 𝜖 from 0 to 10 seconds), the rules find
the same 43 CVEs, 12 of them with evidence, and alert on the same
5 wrong-CVE pairs (§5.2).

4.4.1 Rule Structure. A request rule matches the requested re-
source at up to three levels: the requested endpoint, its parent direc-
tory and the application’s context root. Rules at the higher levels
also match exploits that request other resources of the same com-
ponent. Under the common-directory rule, we drop any rule whose
path is a single component from SecLists’ list of common web di-
rectory names (common.txt) [33]. When a PoC’s request contains
a literal fragment, such as a command or an expression, that passes
the fragment test (Appendix C.3), the compiler adds payload rules
to the family. Each payload rule is a request rule with an extra recv
edge for request content that contains the fragment. If a collector
logs each exchange as one record, this content must come from the
matched request.

5 EVALUATION

Setup.We evaluate on 45 CVEs disclosed from 2019 to 2025. The
exploit in each CVE’s logs came from code other than the com-
piled PoC. For 33 of these CVEs, the logs are Splunk’s public
attack_data [50], recorded by a third party. We never saw the
code that produced them and use them unmodified. We recorded
the logs of the other 12: 10 web CVEs on vulhub builds [57] and 2
Windows CVEs. We deployed each vulnerable build and exploited it

Table 2: All systems on the same logs. Encore-CodeQL uses

CodeQL in place of Encore’s extraction, and Encore-Literal

uses our extractor (§5.4). Wrong-CVE pairs (of 1,964): one

CVE’s rule alerts on another’s logs. n/a: not scored (§5.2).

CVEs found

of 45 third-party our runs Evidence
Wrong-CVE

pairs

Splunk’s CVE rules 32 30 2 n/a n/a
Encore-CodeQL 34 25 9 5 14

with filters 34 25 9 5 8
Encore-Literal 35 25 10 5 3
Encore, all rules 43 31 12 12 5

payload and host 12 3 9 12 0

with another author’s public PoC, from a repository that shares no
fork or upstream with the compiled one (Appendix E.3). For each
CVE, we compile one public Python PoC that sends the triggering
request. The exception is ColdFusion’s CVE-2023-29298, whose
closest public code only logs in as administrator. Without this CVE,
the rules find 42 of the remaining 44. On the 10 web CVEs, which
we call instrumented, a reverse proxy in the role of a WAF or API
gateway records each HTTP exchange with its request body, and a
sidecar in the role of an endpoint agent records the server’s pro-
cess, file and socket syscalls. On the 2 Windows CVEs, Process
Monitor [31] and Sysmon [32] record these operations.

Our main baseline is Splunk’s Enterprise Security Content Up-
date (ESCU) rules [51], which defenders deploy for these CVEs.
We run them unmodified on the same logs. No released tool com-
piles a PoC into detection rules for logs, so we built two ver-
sions of Encore with simpler extraction, Encore-CodeQL and
Encore-Literal (§5.4). Both differ from Encore only in extraction.
Poirot and ProvG search provenance graphs for an analyst’s query
graph. We compare Encore with them on robustness to evasion
(§5.7) and on ProvG’s benchmark (§5.8). Detections by host rules,
and by content or payload rules that pass the fragment test, count
as evidence.

5.1 Coverage

Splunk’s ESCU rules for our CVEs include 31 web rules, 28 of which
test only the request line. The web rules cover 28 CVEs. For 20 of
these, Encore’s request rule tests the same endpoint. ESCU also
covers 3 instrumented CVEs, and we sent 172 legitimate and 564
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crawl requests to their applications. The ESCU rules and Encore’s
request rules flag the same 27 requests.

Payload and host rules find 12 of the 45 CVEs with evidence of
the exploit (Table 2). Including request rules, Encore finds 43 CVEs,
in 38 of the 40 distinct runs. The four Juniper CVEs share a run, as
do the two ScreenConnect and the two CrushFTP CVEs. Encore
misses MOVEit’s CVE-2024-5806, whose key step uses SFTP, and
Outlook’s CVE-2023-23397, whose PoC only sends a message. The
rules find CVEs in every weakness class and log family (Figure 3).
The compiled PoCs range from 14 to 259 lines (median 62).

5.2 Detection and False Alerts

5.2.1 Splunk’s CVE-Specific Rules. Splunk recorded the logs of 33
CVEs, and its ESCU rules include a CVE-specific rule for 30 of them.
Splunk unit-tests each rule on its attack data for that CVE, and
all 30 rules pass. We compiled Encore’s rules without access to
the logs. They find 28 of these 30 CVEs and all 15 other CVEs. No
ESCU rule covers 10 of those 15: 7 instrumented web CVEs, the
2 Windows CVEs and CVE-2024-21683. ESCU rules outside this
comparison cover the other 5 CVEs (Appendix E.3). On the logs of
our instrumented runs, 2 of the 3 rules for instrumented CVEs fire.
Splunk’s CVE rules thus find 32 of the 45 CVEs in Table 2.

5.2.2 Other CVEs’ Logs. We compare alert volume on the 30 third-
party CVEs whose Splunk rule fires on the CVE’s logs, so both
detectors have a rule for each. These CVEs form 854 ordered pairs
that do not share a run. Splunk’s rules alert on 20 of these pairs,
with 166 alerts in total. A single rule for Citrix ShareFile raises 120
of these alerts. It fires on the logs of two gateway runs and alerts
in 2 pairs. In the remaining 18 pairs, the alerts come from 11 other
rules. Encore’s rules alert on 2 pairs. In Tables 2 and 3, we count
wrong-CVE pairs among all 1,964 ordered pairs of the 45 CVEs
from different runs. Encore’s rules alert on 5 of these pairs. These
include the 2 pairs above. Each of the other 3 pairs includes a CVE
outside the 30 third-party CVEs.

5.2.3 Benign Traffic. Neither Splunk’s 50 CVE-specific rules for
the 30 CVEs nor Encore’s families alert on three public datasets:
108,620 host events over 96 hours on 2 ATLASv2 [43] hosts, 50,000
requests from the NASA web server’s production access log [26],

0 1 10 100 1k 10k
Requests flagged that contain no exploit

Sustained workload

Legitimate use

Crawls

Another product's CVE

Sustained workload

Legitimate use and crawls

CSIC 2010

Leads, request rules

Alerts, payload and host rules

Encore Encore-CodeQL with filters None

Figure 4: Leads from request rules and alerts from payload

or host rules on benign traffic (log scale). Circles mark zero.

No family alerts on the ATLASv2, NASA and SOCBED logs.

and 830 15-minute host windows of a SOCBED [54] Windows do-
main. In SOCBED, 5 hosts logged 224,046 Sysmon events, and 19
of Splunk’s generic host rules raise 489 alerts. We also take 36,000
normal web-store requests from CSIC 2010 [53] and split them into
72 windows of 500 requests. On 9 of the 10 instrumented applica-
tions, we sent 529 legitimate requests to the vulnerable endpoint
and 1,957 crawl requests. We also ran a sustained workload on 8 of
these applications for 5 minutes each. Its 23,512 requests use the
vulnerable features with benign inputs. The OWASP ZAP baseline
scan [63] sent 1,083 crawl requests to the same 9 applications and to
8 other releases of their products. We matched the rule set against
each request and each application’s session (Figure 4).

5.2.4 Matched Controls. In 6 of the 7 instrumented CVEs whose
PoC sends a payload fragment, the exploit injects an expression
or a command. We replayed each of these PoCs with a legitimate
client’s value in the payload parameter. Payload rules align on all
6 exploits and raise no alert on the controls or their 140 requests.
Request rules align on both, like an analyst’s rule over the request
line. The sidecar records no injected command during any control.

5.2.5 Request-Rule Leads. When an exploit and ordinary use differ
only in the body or in what happens on the target, a rule over the
request line cannot tell them apart. Encore’s request rules flag
6,219 of the 23,512 requests in the sustained workload as leads
for an analyst, and Encore-CodeQL’s path rules flag the same
6,219. Across all 27,081 legitimate and crawl requests, endpoint
rules raise 6,321 leads. Parent-directory rules add 958 and find
ColdFusion’s CVE-2023-29298, and context-root rules add 1,834
and find WS_FTP’s CVE-2023-40044. In total, request rules raise
9,113 leads. Payload and host rules raise 0 alerts on the sustained
workload and 0 elsewhere. Request rules flag nothing on 3 of the 8
applications under sustained load.

5.2.6 Exchange-Level Matching. Since every request in a session’s
event graph is attached to the serving process, a payload rule could
match its path in one request and its content in another. When
we match exchange by exchange, the payload rules of all 7 instru-
mented CVEs whose exploit sends a payload still align, matching
134 of the 143 exploit exchanges. We also mixed 5,587 legitimate
and 142 exploit requests into the sustained workload. Payload rules
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align on 133 of the exploit requests and never on a legitimate re-
quest, and no other family alerts on any of the 7 sessions.

5.2.7 Alert Localization. We localize each request alert to the serv-
ing process, which also appears in host records. The kernel logged
this process accepting 2,850 of the 2,852 requests relayed in the
30 exploit, legitimate and crawl runs. The rules that find 3 CVEs
match only host operations (Appendix E.4).

5.3 Cross-CVE Alerts

We run all 45 families against every CVE’s logs and count alerts
on 1,964 of the 1,980 ordered pairs of distinct CVEs, skipping the
16 pairs that share a run. The rules of 40 families alert on no other
CVE’s logs, and the rule set alerts on 5 pairs (Figure 5). Of these
pairs, four are between Ivanti CVEs, including the two pairs of the
two Endpoint Manager Mobile (EPMM) CVEs, whose exploits use
the same /mifs/ API. In the remaining pair, the /actuator/ prefix
of the Spring Cloud Gateway rule matches an /actuator/ request
in Citrix’s logs.

5.4 Ablations

Encore-CodeQL uses the static analyzer CodeQL [4, 20] and its
models of theHTTP calls in requests, urllib, httpx and aiohttp to find
the string literals that flow into each request. A literal in a request’s
URL path becomes a path rule, and a literal of eight or more char-
acters elsewhere becomes a content rule. Encore-Literal uses our
extractor, which resolves aliases, inlines helper functions, rebuilds
composed strings and reads the method, path, query, body and head-
ers of every call. It emits 114 rules for 41 CVEs. We also remove
Encore’s target-side translation (𝑅∗, label generalization and the
method map) from both. Their rules then find 28 (Encore-CodeQL)
and 33 (Encore-Literal) of the 45 CVEs, and a naive literal reader’s
rules find 23. Encore finds 43 (Figure 6), including every CVE found

Table 3: Encore against two languagemodels that write rules

from the same PoC, scored with one matcher on the same

logs. In the last row, we count payload and host alerts on the

529 legitimate-use and 1,957 crawl requests.

Encore Claude Opus 5 GPT-6 Astra

CVEs found, of 45 43 32 31
Wrong-CVE pairs, of 1,964 5 37 31
CVEs with exploit evidence 12 9 7
wrong-CVE pairs of those rules 0 2 3

Alerts on legitimate and crawl requests 0 12 12

0 15 30 45
CVEs found, of 45

All rules
Without plain sanitizer

Without call-chain sanitizer

Without local mode

Without Π's host operations

Without remote mode

Encore-Literal

Encore-CodeQL

Naive literal reader

Encore

Simpler compilers, no translation

Request rule Exploit evidence Missed by this version

Figure 6: CVEs found with one part of Encore removed, and

by simpler compilers without Encore’s target-side transla-

tion. The full Encore finds 43 CVEs, including every CVE

found by a simpler compiler.

by Encore-CodeQL or Encore-Literal with or without the trans-
lation. In an exact McNemar test on the 45 paired results, each
difference has 𝑝 ≤ 0.008.

5.4.1 Language Models. We gave Claude Opus 5 and GPT-6 As-
tra, both at high reasoning effort, the PoC compiled by Encore,
a description of the target’s logs, the rule format and a worked
example. Each model wrote its rules once per CVE, without tools
(Appendix E.7). Claude Opus 5’s rules find 32 of the 45 CVEs and
GPT-6 Astra’s find 31, against 43 for Encore (Table 3). The models’
rules alert on another CVE’s logs in 37 and 31 pairs, mostly through
rules that match any path. Encore’s rules do so in 5 pairs. Both
models’ payload rules also flag 12 of the 51 legitimate requests to
GeoServer as exploits, while Encore’s payload and host rules flag
none of the 529 legitimate-use and 1,957 crawl requests.

5.4.2 Fragment Test. CodeQL returns every string sent by a PoC,
and Encore-CodeQL turns each one into a rule. Its content rules
alert on 676 requests of the sustained workload, and its Spring4Shell
rule matches any .jsp page. Its rules also flag 293 legitimate re-
quests as leads for another product’s CVE and alert in all 72 win-
dows of CSIC 2010. Encore’s rules do neither (Figure 4). Even with
Encore’s filters, Encore-CodeQL’s path rules still flag 254 legiti-
mate requests and alert in every window. Its filtered content rules
find only 5 CVEs with evidence, all among the 12 CVEs found by
Encore with evidence. Encore finds the other 7 through host op-
erations (4) and through payload fragments that are not among
CodeQL’s literals (3).
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Figure 7: CPU seconds to match a SOCBED client’s 15-minute

window with fractions of the rule set and its linear fit.

5.4.3 Payload and Host Rules. A payload fragment appears in the
PoCs of 19 of the 45 CVEs. When the logs include request bodies,
payload rules find 7 of the 7 instrumented CVEs whose PoC sends
a payload fragment. Splunk’s published web logs contain only the
request line, so on those logs a payload rule matches only fragments
in the path. Payload rules find 8 CVEs with evidence, and host
rules find 4. On third-party logs, they find Bricks (CVE-2024-25600),
PrintNightmare (CVE-2021-1675) and CrushFTP (CVE-2024-4040)
with evidence. Neither kind alerts on another CVE’s logs or on any
of the 27,081 legitimate and crawl requests and their sessions.

5.4.4 Removing Components. If we compile each PoC in local mode
only, without the target-side translation, the rules find 4 of the 45
CVEs. Without the call-chain sanitizer, they find 2 fewer CVEs.
Without value propagation, they find only 10 CVEs and none of
them with evidence. If we turn off inlining, the rules find 42 CVEs
and 10 of them with evidence. If we restrict Π to the 64 of its 363
identifiers that map to protocol-level operations, the rules miss
every CVE found only by a host rule. The compiled families contain
11 of the 12 resource requests sent by the independent PoCs of
the 10 instrumented web CVEs. When a SIEM runs the rules as
conjunctions of field predicates, they find the same 43 CVEs and
alert on the same 5 wrong-CVE pairs (Appendix E.5).

5.5 Operands in CVE Descriptions

If a CVE’s NVD description contained a rule’s operands, the rule
could be written without exploit code. The 136 operands in our
rules come from 43 families. Only 5 of these operands appear in the
NVD descriptions, and all are product, component or file names
(actuator, remote_agent.php, template, cli, geoserver). For
38 of the 43 CVEs, the description contains none of them.

5.6 Performance

We compile a PoC in a median of 0.8 and at most 42 seconds, and
we run the full cross-CVE grid of 16,321 rule alignments in 92
CPU-minutes (338 ms per alignment). In streaming mode, the 443
rules match a SOCBED client’s 15-minute window of 368 events
using 1.66 CPU-seconds and 57 MB of memory (about 222 events
per second). They match an hour’s window of 1,437 events in 6.8
seconds (about 210 events per second). One core can process the logs
of about 543 such hosts (2.65 CPU-minutes per host-day). Matching
time grows linearly with the size of the rule set (Figure 7).

0 25 50 75 100
Exploit variants still found (%)

Request variants

Appended path parameter

Encore Poirot Poirot, query generalized by hand

Figure 8: Share of each exploit’s 11 variants found by each

detector across the 10 instrumented web CVEs. We evalu-

ate both Encore and Poirot on the request variants. The

hatched bar shows Poirot with a hand-generalized query.

5.7 Generalization and Evasion

All detected exploits, including those with evidence, use code other
than the compiled PoC. On Splunk’s logs, the rules find 31 of the
33 CVEs in 26 of 28 distinct runs. In 19 of the 26 CVEs whose logs
show the client, the exploit uses a different client from the compiled
PoC. The rules find 18 of them. The community templates of the
open-source Nuclei scanner [40] exploit 6 of our targets end to end,
with different payloads, commands and request order. Our rules
find 5 of these and alert on no other CVE’s logs.

5.7.1 Alternative PoCs. In 8 instrumented web CVEs, the vulnera-
bility is at a single endpoint, and we compiled 8 additional public
PoCs for each (64 alternatives). In the other two, CVE-2021-41773
and CVE-2025-24813, each author picks a different path. We took
the most-starred public Python PoCs by distinct authors, excluded
forks, code that shares half or more of its lines with the compiled
PoC and code that sends no triggering request, and compiled the
rest under the frozen Π. The closest alternative shares 0.42 of its
lines with the compiled PoC. Rules compiled from 59 of the 64
alternatives find their CVE on the same logs, between 6 and 8 of the
8 alternatives for each CVE. In 58 of these 59 cases, the two rule sets
test a common endpoint. Payload rules also match other authors’
exploits. On the instrumented runs, they find all 7 instrumented
CVEs whose PoC sets a fragment and raise no alert on other CVEs’
logs or on legitimate and crawl requests. On a run with a third
author’s PoC for each of the 10 instrumented web CVEs, the same
rules find all 10 and alert on 0 wrong-CVE pairs.

5.7.2 Rule Evasions. From the published rule evasions of
AMIDES [55] and SPECTRA [46], we adapt 11 transformations
to HTTP requests. Each rewrites a request without changing the
requested resource or method (Appendix E.6). We apply each to
the exploits of the 10 instrumented web CVEs (Figure 8). On the
original exploits, Encore finds all 10, Poirot finds 9 and ProvG
finds 5. Encore finds 105 of the 110 variants, and its payload rules
match 72 of the 77 variants with a payload. Neither Encore nor
Poirot alerts on a wrong CVE under any variant, and ProvG
alerts on 45 distinct wrong-CVE pairs. With its query generalized
by hand, Poirot does as well as Encore. ProvG abstracts each
label to a coarse type, so no transformation affects it, and its alerts
include no process.
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Table 4: Alignment accuracy on 512 positive and 512 nega-

tive template–target pairs per dataset. ProvG’s released code

samples and labels the E3 pairs, and we label the others by

exact subgraph search. In Encore rows, refinement is off.

System TP FP FN TN Acc. Prec. Rec. F1

E3
Cadets

Poirot 501 246 11 266 0.749 0.671 0.979 0.796
ProvG 512 187 0 325 0.817 0.732 1.000 0.846
Encore 512 15 0 497 0.985 0.972 1.000 0.986

E3
Theia

Poirot 432 227 80 285 0.700 0.656 0.844 0.738
ProvG 512 162 0 350 0.842 0.760 1.000 0.863
Encore 512 28 0 484 0.973 0.948 1.000 0.973

E3
Trace

Poirot 502 52 10 460 0.939 0.906 0.980 0.942
ProvG 511 172 1 340 0.831 0.748 0.998 0.855
Encore 512 5 0 507 0.995 0.990 1.000 0.995

E3
FiveDirections

Poirot 354 34 158 478 0.812 0.912 0.691 0.787
ProvG 512 210 0 302 0.795 0.709 1.000 0.830
Encore 512 6 0 506 0.994 0.988 1.000 0.994

E5
Cadets

Poirot 262 116 250 396 0.643 0.693 0.512 0.589
Encore 512 35 0 477 0.966 0.936 1.000 0.967

E5
Theia

Poirot 254 119 258 393 0.632 0.681 0.496 0.574
Encore 512 33 0 479 0.968 0.939 1.000 0.969

E5
ClearScope

Poirot 505 202 7 310 0.796 0.714 0.986 0.829
Encore 512 7 0 505 0.993 0.987 1.000 0.993

ATLASv2 Poirot 413 164 99 348 0.743 0.716 0.807 0.758
Encore 512 58 0 454 0.943 0.898 1.000 0.946

5.8 Provenance-Graph Alignment

We also evaluate Encore’s alignment on provenance graphs,
against Poirot [34] on 8 datasets from DARPA TC Engagements
3 and 5 [15, 16] and ATLASv2 [43], and against ProvG [2] on
the 4 E3 datasets (Table 4). We use 512 positive and 512 negative
template–target pairs per dataset. On E3, ProvG’s released code
samples and labels the pairs, and we train ProvG with that code.
On E5 and ATLASv2, we sample pairs with ProvG’s protocol
and label them by exact subgraph search. With refinement off,
Encore’s learned filter discards no positive pair, and its F1 of 0.946
to 0.995 exceeds Poirot’s on every dataset and ProvG’s on every
E3 dataset. Figure 9 in the appendix shows sample pairs.

6 DISCUSSION AND LIMITATIONS

How should defenders deploy the rules? A request rule flags traffic
to the vulnerable endpoint whether or not the target is patched,
like the analysts’ web rule for the CVE. If the endpoint provides
a legitimate feature, request rules also flag benign requests to it
(§5.2), so we intend them for hunting. Payload rules match the
PoC’s literal fragments in logged request content, and host rules
match the target’s host logs. Neither kind flags any legitimate or
crawl request (§5.2). A team that pages an analyst on every alert
can deploy them without request rules. Because we generate each
family’s rules at several path levels, a rule still matches when the
attacker changes an untested operand, such as an uploaded file’s
name or the command (§5.7).
Why compile without running the PoC, and how do we keep Π
current? To run a PoC, we would need a live target with the
vulnerable version for every CVE. Public PoC code is also unvetted,
and El Yadmani et al. [18] estimated that about 2.5% of over 20,000
GitHub-hosted PoC repositories are likely malicious. Encore

analyzes each PoC without executing it. We trace each library’s
calls once, without a vulnerable target. Π is keyed by operating
system, host collector, runtime and library version, so after a library
release we retrace only that library. We need only the PoC to add a
new CVE.

7 RELATEDWORK

Provenance-based detection. Inam et al. [25] survey intrusion
detectors that build provenance graphs from host logs [5, 27].
Holmes [35] correlates audit events through rules for attack tac-
tics, Sleuth [24] propagates tags along information flow, and
NoDoze [23] ranks alerts by the rarity of their provenance paths.
Anomaly detectors such as Unicorn [21], Kairos [8], Flash [41],
ProGrapher [61], ShadeWatcher [64] and Sigl [22] learn from
benign provenance graphs and flag deviations. Encore uses no
benign training data and names the CVE behind each match.
Rule generation. Detection engineers write rules one threat at a
time in Sigma [47], SIEM query languages [49, 55] or network sig-
nature languages such as Snort [10]. Poirot [34] aligns an analyst-
written query graph with a provenance graph and scores partial
alignments by information flow. ProvG [2] uses order embed-
dings [56, 62] to find a query graph inside large provenance graphs.
Extractor [44] and ThreatRaptor [19] derive such queries from
threat reports. LLMCloudHunter [45] and Cai et al. [7] prompt lan-
guage models with threat reports to generate Sigma rules for cloud
API and host process logs. Several systems derive network intru-
sion detection rules from exploits. MetaSymploit [59] symbolically
executes Metasploit scripts, and Kobayashi et al. [28] explore the
execution paths of PoC code. RuleXploit [39] prompts a model with
an exploit and its CVE description to write rules, which it validates
by running the exploit. Yamamoto and Katsurai [60] synthesize
rules from recorded HTTP attack requests. Encore compiles re-
quest, payload and host rules from the PoC’s operations on the
target without running the exploit or a model.
Web attack detection. Web anomaly detectors model the parame-
ters, lengths and character distributions of an application’s requests
and flag deviating requests [29, 48]. Web application firewalls match
requests against generic attack rules such as the OWASP Core Rule
Set [38]. Both detect classes of attack such as injection, and each
Encore rule targets one disclosed CVE.
Vulnerability-driven signatures. Shield [58], Brumley et al. [6],
ShieldGen [13], Vigilante [12] and Bouncer [11] analyze the vulner-
able program to generalize from one exploit to the class of inputs
that exploit the vulnerability. Encore does not need that program.

8 CONCLUSION

A public PoC is available weeks before any rule for its CVE, and its
code specifies the exploit’s requests, payloads and host operations.
Encore statically compiles that code into the CVE-specific hunting
rules otherwise written by hand. It needs neither a vulnerable target
nor exploit logs, and its rules run on web-server, proxy and host
logs. Its rules detect exploits of 43 of the 45 CVEs, and its payload
and host rules detect 12 without alerting on legitimate traffic. Π
maps every log-relevant call in the Python PoCs of 651 KEV-listed
CVEs. We plan to compile rules for these CVEs.
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APPENDIX

A ETHICS

We ran every exploit in this paper in an isolated container or a
virtual machine against vulnerable software deployed in our lab. We
targeted no third-party system. Third-party logs and benign traffic
come from public datasets released for research. Every compiled
PoC is public. No human subjects were involved.

B OPEN SCIENCE

Upon acceptance, we will open-source the PoC compiler, the align-
ment engine, the evaluated PoCs and compiled templates, the code
that runs Splunk’s deployed rules on our logs, the scripts that run
every experiment with our outputs, and download scripts for public
datasets.

C COMPILING A POC INTO A TEMPLATE

C.1 Constructing the API-to-Operation Map

Each operation record of Π specifies how the compiler lowers the
call (an HTTP exchange, a file operation, a process creation or a
socket operation), the resulting event class in Σ𝜎 , and the argument
that contains its operand. For each API, we run a no-op script
and a script that calls the API under the host collector, normalize
both event streams and take their multiset difference. We repeat
this for several argument values and program states and keep the
operations present in every difference.

C.2 Template Extraction

The compiler enumerates the execution paths through a PoC and
resolves the target endpoint of each. It lowers each path in both
run modes and emits every mapped call in program order.

C.3 Process Scoping and Path Enumeration

Before extraction, a sanitizer normalizes the PoC. It rewrites
path-library and HTTP-session idioms into plain calls, substitutes
command-line defaults, collapses exception handlers and keeps
only statements needed by mapped calls. In its call-chain mode, the
sanitizer keeps calls to functions defined in the PoC when their call
chain leads to an anchor, and the compiler inlines those functions
at their call sites. In its plain mode, it keeps only the function
bodies. The compiler splits the syntax tree at every branch into
straight-line programs, up to 256 per PoC. The compiler assigns
program-scope calls to the PoC’s process. A process-creating call
introduces a new subject for the later calls in the created process.
The distinct templates of both sanitizer modes and both run modes
form a family. The compiler merges textually identical rules and
removes rules without an edge. If it cannot resolve a request URL
built by the code, it takes a URL from the PoC’s usage text whose
host is a placeholder, a loopback or a private address.

The compiler selects at most two literal fragments per PoC for
payload rules, from the body, form, JSON, query or non-standard

header arguments of its HTTP calls. A fragment passes the fragment
test if it is at least eight characters long and contains a path traversal
or one of {}()$;`. Markup brackets do not count toward the test.
Format placeholders in a fragment become wildcards. The compiler
adds one payload variant of each request rule per fragment.

C.4 Emission Order

The compiler emits edges in program order along each straight-
line path, and that order is the template’s ≺. When logs contain no
timestamps, we impose neither the order nor the window condition.

C.5 Release, Freeze and Template Details

We will release Π, Σ𝜎 , 𝑇 , 𝐿, 𝑅∗ (§4.2), the label normalization and
the collector profiles (Table 1) under a commit ID and the SHA-256
hash of a manifest. If two fields embed the same variable in different
text, as "/user/"+x and "id="+x do, their values differ for every 𝑥 ,
and the fields share no symbolic variable. Neither do fields whose
selectors are encoded differently. We replace each such field with a
fresh anonymous wildcard that matches any value. We represent
each vertex-label component as a normalized concrete value, a
symbolic token shared by linked fields or a fresh anonymous token.
A call is hidden from the compiler if its target is not syntactically
fixed or if its call site or operands depend on monkey patching,
reflection, dynamic imports, run-time callbacks or custom raw-
socket clients. The compiler accepts every parsable PoC. Across the
compiled PoC corpus, templates contain a median of 6 edges and 4
concrete vertices, and 93% have more than one edge.

C.6 Observability

We call an operation or vertex structurally observable if a deployed
collector logs it, and a label component field observable if the log
format includes it. We match each rule as a whole, and only on
targets whose collectors record every required role and event class.

D ALIGNING TEMPLATES TO LOGS

D.1 Seeding Candidates

A candidate is the ℎ-hop neighborhood of a process vertex in 𝐺evt.
We try candidates in turn and raise the alert at the first candidate
with a valid mapping of the template.

D.2 Learned Candidate Filter

On large provenance graphs, Encore prunes candidates with a
learned filter before refinement. The filter discards a candidate when
the order violation viol(𝑧𝑡𝑒𝑚, 𝑧𝑐𝑎𝑛𝑑 ) = ∥max(0, 𝑧𝑡𝑒𝑚 − 𝑧𝑐𝑎𝑛𝑑 )∥22 be-
tween the template’s encoding 𝑧𝑡𝑒𝑚 and the candidate’s 𝑧𝑐𝑎𝑛𝑑 ex-
ceeds a threshold 𝑠 . The encoder embeds each vertex from its type
and hashed label tokens, passes messages over three layers with
non-negative weights per event class and direction, and appends
hashed counts of the vertex labels and of the labelled paths of up
to two hops from the root. We train it with the order-embedding
loss [56, 62] on 40,000 template–candidate pairs from the earliest
part of the E3 CADETS time span, choose 𝑠 , ℎ and 𝑘 on validation
pairs from the following part, and freeze them for every test set.
On these benchmarks, the candidates are the ℎ-hop neighborhoods
of the target vertices labelled with the template’s rarest label. With
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the filter, Encore discards up to 91 % of candidates and finds every
template’s true match across the full E3 test graphs. We compare
the filter’s accuracy with ProvG and Poirot in §5.8.

D.3 Timing and Staging

The emission order ≺ (Appendix C.4) is a linear extension of the
edges’ dependency constraints. We timestamp a matched template
edge with 𝑡 (𝜇𝐸 (𝑒)), the time of its last event. If the match passes
through intermediate process creations, the last event is on the
edge that ends at the target vertex. We allow a clock skew of up
to 𝜖 between collectors on the same target. During refinement, we
require 𝑡 (𝜇𝐸 (𝑒𝑖 )) ≤ 𝑡 (𝜇𝐸 (𝑒𝑖+1)) + 𝜖 for consecutive edges in ≺, and
max 𝑡 − min 𝑡 ≤ Δ over matched edges. Every edge of 𝑃𝑒 before
𝜇𝐸 (𝑒) is a process creation by the subject or its descendants. On
edges of some classes, the path contains no intermediate creation.
For an edge into the subject, such as an inbound protocol record,
𝑃𝑒 = 𝜇𝐸 (𝑒). For a process-creation edge, the prefix is a chain of
creations, so an ancestor may spawn the child through intermediate
shells. The bound 𝑘 lets a match pass through process creations
recorded in host logs between a PoC’s operations. Distinct template
edges must end in distinct events. No compiled rule is all wildcards.

D.4 Refinement and Labels

The matcher extends an injective mapping outward from the seed
process. The matcher accepts a candidate label if it matches a dis-
junct of the template label. A placeholder for a command-line argu-
ment or a payload matches any label. A disjunct with a wildcard
compiles to a pattern, and before matching it we normalize path
separators and, on Windows paths, case. Any other disjunct must
equal the label under the same normalization.

E EVALUATION DETAILS

E.1 Per-CVE Results

Table 5 lists the per-CVE results. We exploit the 2Windows CVEs in
a Windows 10 virtual machine with Process Monitor and Sysmon,
against CompleteFTP 8.3.3 and WinRAR 7.12. The CompleteFTP
PoC reads the credentials logged during first-run setup and opens
the manager as administrator. In the WinRAR run, we record the
exploit archive from its creation to its extraction, which writes the
payload into the Startup folder.

For PrintNightmare, the PoC calls par.hRpcAsync
AddPrinterDriver with a driver container and sets its con-
figuration file to winhttp.dll, then kernelbase.dll, then the
PoC’s DLL in each old slot of the spooler’s x64 driver directory.
MS-PAR (the Print System Asynchronous Remote Protocol) spec-
ifies that the server copies the files named in a container, so we
wrote Π’s entry for that call as a write of those paths. The host
rule matches any process that writes one of those paths, and in the
logs it matches spoolsv.exe writing evil.dll into those slots.

E.2 Coverage over the PoC Population

The KEV catalog lists 1,186 CVEs disclosed between 1 January 2019
and our 30 September 2025 snapshot. Of these, 942 have a public
PoC and 771 have a Python PoC. Our compiler parses 729 of the
Python PoCs, and Π maps every log-relevant call in 651 of them.
Compiling the 45 PoCs again yields byte-identical templates.

Table 5: Per-CVE results. Source: S Splunk’s attack data, I our

run. Found by: P payload, else H host, else R request rule.

Encore-CodeQL: Yfinds it. Splunk rule: F fires, S silent. Text:

share of rule operands in the NVD description. Blank: none.
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E.3 Setup Details

For each CVE, two of us confirmed that different people wrote the
recorded and the compiled PoC, that their repositories share no
fork or upstream, and that the recorded PoC copies no payload
from the disclosure’s write-up. We spent 5 person-hours per CVE
on average on deployment, verification and recording. ESCU rules
outside the comparison in §5.2 cover the remaining 3 instrumented
web CVEs, CVE-2024-21887 and CVE-2020-6287. Splunk files the
logs of the last two under CVE-2023-35081 and CVE-2025-31324,
and the rule for CVE-2025-31324 fires on the logs of CVE-2020-6287.
The rules of 23 families apply to the ATLASv2 host events, and
those of 43 families apply to the NASA web log. The instrumented
runs contain 147 requests and a median of 3,127 host events per
CVE. The logs of each run show the exploit’s effect. ATLAS [1]
was evaluated on ten reconstructed APT attacks that exploit six
distinct CVEs [43]. LLMCloudHunter [45], a Sigma rule generator,
was evaluated on 20 annotated cloud threat reports.

E.4 Alert Localization and Host-Only Rules

Without using the matcher, we joined the proxy’s side of each con-
nection to the matching accept call on the server. Up to 12 workers
shared a listening socket. In 4 runs, the exploit executes a command.
All 42 processes started by the exploit descend from the serving
process and began while that process handled the exploit request.
For CVE-2022-22947, the rule compiled from the PoC contains a
write and a read of the same route under */actuator/gateway/
routes/*. The logs show the two operations as two requests, a POST
that creates the route and a GET that reads it back. Both requests
are attached to the serving process, which spawns the attacker’s
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Figure 9: Sample (a) negative and (b) positive template–target pairs from ProvG’s benchmark. ProvG classifies both negative

pairs as matches, and Encore classifies all four pairs correctly. ProvG decides from learned embeddings, while Encore checks

every template edge against the target and rejects each pair in (a), where the dashed template edge is missing.

command between them, and the alignment matches both there.
The host-only rules match the driver DLL that the print spooler
writes into System32 under PrintNightmare, the process chain of
the CompleteFTP local privilege escalation, and the alternate-data-
stream write and rar.exe process of WinRAR’s CVE-2025-8088,
whose exploit is an archive with a traversal path in an alternate
data stream. For each host-rule alert, we record the machine that
ran its operations. In Table 5, both a host rule and a request rule
find CrushFTP’s CVE-2024-4040.

E.5 SIEM Field Predicates

Defenders can run each rule as a SIEM correlation search with one
field predicate per edge. We compared this form with the alignment
on 40 CVEs. The field predicates return every logged event that
satisfies any one of them, a median of 10 events per CVE and up
to 600. For 15 CVEs, these events come from several processes.
The alignment returns one connected match at the serving process,
with a median of 2 events. We also drew queries from 7 datasets
of DARPA Engagements 3 and 5 [15, 16] and from the endpoint
detection and response (EDR) records of ATLASv2, in which every
process instance is one vertex. Each query is a small subgraph of
one process’s events, and we paired it with a candidate that lacks
the query. Of these 4,096 candidates, 45 % contain every operand
of their query, and 219 contain all of its operations somewhere.
Among 2,048 candidates with queries from other processes, 130

have all query operations. The predicates alert on all of these when
run independently and reject them when joined on shared vertices.

E.6 Rule Evasions

AMIDES collects hand-crafted evasions of SIEM rules from enter-
prise networks, and SPECTRA generates families of transformations
against rule syntax. The 11 transformations change header case,
add junk parameters, reorder parameters, percent-encode param-
eter values and path segments, insert whitespace and comments,
write a command as an absolute path, insert /./ segments, append
a path parameter and rename an XML namespace. We give Poirot
a query graph of the same shape, labelled with the concrete values
recorded in the unmodified run. Because Poirot finds no candidate
alignment for its missed variants, it computes no score for them,
and its counts are the same for every score threshold 𝐶𝑡ℎ𝑟 from 2
to 12. ProvG’s results are the same whether we anchor its query at
the highest-degree process or at the serving process.

E.7 Language-Model Prompt

We described the target’s logs as web-server access logs, proxy logs
with request bodies, and host process and file logs. We asked for
rules for a remote run, a local run or both, excluding the attacker’s
machine. The worked example is a rule for a CVE outside the corpus.
As with Encore, the models write rules before any exploit log exists.
The full prompt for each CVE and the models’ outputs will be in
our artifact (Appendix B).
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